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ABSTRACT: The Canadian Cattle Genome Project is 
working to deliver benefits to cattle producers and 
consumers through large-scale sequencing, genotyping and 
imputation. More than 300 animals from a total of 10 
populations have been sequenced at an average coverage of 
10X, and over 10,000 animals have been genotyped. In this 
paper we describe the methods and tools we used to 
effectively address the data management, data analysis, and 
quality control issues that face a project of this scale. We 
expect that our approaches and experiences will be helpful 
in the planning and execution of future large-scale 
genomics projects in agriculture involving academic and 
industry partners.  
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Introduction 
 

In 2012 Canada was the fifth largest exporter of 
beef in the world, accounting for 6.8% of global beef trade 
(Statistics Canada, January 2012). In 2011, the beef and 
dairy industries contributed an estimated $40 billion to the 
Canadian economy through the production, processing, 
retail, and service sectors (Agriculture and Agri-Food 
Canada, 2013). Genomic enhancement of Genetic 
improvement has been identified as an important strategy to 
enable Canadian cattle producers to meet increasing 
demands for animal protein, while addressing economic and 
environmental sustainability issues. Genomics-based tools 
can also enhance product traceability and food safety, and 
be used in management decisions. 

The Canadian Cattle Genome Project (CCGP), 
through sequencing, genotyping, imputation, and prediction 
equation development, is laying the groundwork for the 
next generation of genomics technologies for the Canadian 
beef and dairy industries. The CCGP is focusing on 10 
populations, including major beef and dairy breeds 
(Simmental, Limousin, Angus, Charolais, Hereford, 
Gelbvieh, Holstein) and three composite populations 
(Alberta, Guelph, Beef Booster). A total of more than 300 
animals have been sequenced and 10,000 animals 
genotyped (at more than 50,000 loci) through the CCGP. 
Numerous other data types are being generated as part of 
the project, ranging from phenotype and pedigree 
information, to consumer and producer survey results. 

Understandably, bioinformatics plays an important 
role in the CCGP. Information standardization, data capture, 
data protection, data sharing (both with academic and 
industry partners), and data analysis are all responsibilities 
of the CCGP bioinformatics team. The goal of this paper is 

to describe our data management, data analysis, and quality 
control solutions, which are based mainly on freely 
available analysis and data sharing tools and on in-house 
developed scripts. We also describe the data storage and 
computation resources that have been used in the course of 
the project, so that others can plan accordingly for similar 
data sets in the future. 
 

Materials and Methods 
 

Data capture. At least 30 influential ancestors 
from each of 10 populations were chosen for sequencing. 
78 animals were sequenced using the SOLiD 5500xl 
platform, while the remainder (around 240 animals) were 
sequenced using the HiSeq 2000 platform. All sequenced 
animals were genotyped using the Illumina BovineHD 
BeadChip genotyping array (770K). Another 4800 animals 
were genotyped using the Affymetrix BOS 1 Bovine array 
(HD). 5800 additional animals were genotyped using the 
Illumina BovineSNP50 BeadChip genotyping array (50K). 
Thousands of additional genotypes were obtained through 
project partners and related projects. 

Data management. A set of simple standard 
operating procedures was developed to govern various 
aspects of data management including, but not limited to: 
the creation of animal IDs (including the use of Interbull 
IDs); the inclusion of metadata with genotypes; the 
generation of genotype reports; the processing of sequence 
data; the organization and naming of files; and the storage 
and backup of files. Based on these procedures standardized 
directory trees were constructed on Linux servers located at 
the University of Alberta (U of A) or accessed through the 
Compute Canada high-performance computing consortium. 
Incoming data is initially stored on one of several servers 
located at the U of A. Each of these servers is configured to 
use RAID 6 (to protect against two drive failures) and is 
backed up to tape. Data is then copied (via 1 gigabit 
Ethernet) to a 3 PB server located at the University of 
Saskatchewan. This off-site system provides our analysis 
cluster with much faster access to stored data (10 gigabit 
Ethernet) while also protecting data with tape backups. The 
transfer of a 30 GB FASTQ file (approximately 10 fold 
coverage of the bovine genome) between any two servers 
typically takes between 10 and 15 minutes. Based on these 
transfer rates the FASTQ files or mapped reads (BAM files) 
from a single sequencing run can easily be synced among 
the servers overnight.    

Raw sequence, in the form of FASTQ files (image 
files are not stored), and genotype data are also copied to 
external hard drives. These drives are kept off-line and are  
 



 
intended to further protect against data loss caused by 
mistakes in data handling or severe hardware failures.  

A variety of third-party and in-house software 
tools are used to protect and share genomics data (see Table 
1). For example, an in-house script called 
transfer_sequence_data.sh is used to copy data among 
servers, while daily incremental backups of the U of A 
servers to tape are performed using the Backup Exec 2010 
R3 software from Symantec. Full backups are performed 
every two weeks. The open-source file-sharing platform 
AjaXplorer 1 (http://pyd.io) version 4.2.2 is used to share 
subsets of the project data with academic and industry 
partners. This system provides a web-based graphical 
interface to the standardized directory trees created on our 
servers. An AjaXplorer administrator can grant password-
based access to specific directories. This functionality is 
used, for example, to grant specific academic partners 
access to all genotypes, while at the same time permitting 
project partners to access only the genotypes coming from 
their animals. 

Data analysis. The workflow used for processing 
the Illumina sequencing reads is given in Figure 3. Briefly, 
sequence reads are removed if they fail the Illumina 
chastity filter or if their overall average Phred quality score 
is less than 20. Next, reads with more than 3 “N” bases are 
removed. Further quality checking is performed using 
FastQC ver. 0.10.1 (Schmieder and Edwards 2011). For 
samples with favorable FastQC reports the remaining reads 
are mapped against the bovine genome assembly UMD 3.1 
(Zimin, et al. 2009) including unassembled contigs using 
BWA ver. 0.5.9 (Li and Durbin 2009). The BWA option 
‘−q 20’ is applied to enable trimming of low-quality bases 
at the 3′-end. Following read alignment, local realignment 
is performed using GATK ver. 2.4 (McKenna, et al. 2010) 
and then duplicates are marked using Picard ver. 1.54 
(http://picard.sourceforge.net). IGV ver. 2.3 is used to 
visually inspect the read alignments for select samples 
(Thorvaldsdottir, et al. 2013). 

 
                                                           
1As of January 21st 2014 AjaXplorer has become Pydio.  

For convenience a sequence pipeline script was 
created that accepts a directory of raw sequence files and 
performs all of the analysis steps by calling the appropriate 
programs. Several custom report-generating scripts are also 
run by the pipeline following read mapping (Table 1). The 
resulting reports include a variety of metrics such as 
genome coverage, read mapping rate, and duplicate reads 
rate. The sequence pipeline is run on a 4000-core Linux 
cluster with a Lustre parallel distributed file system.  

SNPs and indels are called periodically for subsets 
of samples using Samtools-0.1.18 mpileup (Li, et al. 2009). 
The resulting variant lists are filtered using a variety of 
criteria to reduce the number of false-positive variants. SNP 
and indel annotation is performed using NGS-SNP (Grant, 
et al. 2011). To evaluate the accuracy of SNP calling from 
sequencing, and to highlight potential sample handling or 
data quality issues, in-house Perl scripts are used to 
calculate the concordance between sequencing and panel 
genotypes. 

Progress tracking and information sharing. To 
facilitate progress monitoring and sample information 
sharing among lab, bioinformatics, and project management 
personnel, the popular Dropbox service is used to share a 
variety of reports and spreadsheets.  

Public access to data. The raw sequence reads 
generated by the CCGP will be deposited in NCBI SRA 
under BioProject PRJNA176557. The mapped reads (BAM 
files) created by the sequence-processing pipeline have 
been contributed to the 1000 Bull Genomes Project 
(www.1000bullgenomes.com). 

Software availability. An indel annotation script 
called “annotate_INDELS.pl” created through the CCGP is 
available as part of the NGS-SNP variant annotation 
package, which are freely available for download at 
http://stothard.afns.ualberta.ca/downloads/NGS-SNP/. The 
other scripts prepared for this project (Table 1) are available 
upon request. 

Software versioning and revision control. 
Apache Subversion (http://subversion.apache.org), a 
software versioning and revision control system, is used to 
maintain copies of current and previous versions of the 
software developed for the analysis and management of 

Table 1. Software used for genomics data in the Canadian Cattle Genome Project. 
Program Purpose  
FastQC v0.10.1 Sequence data quality assessment 
BWA v0.5.9 Aligning short reads to reference genome 
GATK v2.4 Variant discovery and genotyping 
Samtools v0.1.18 Variant discovery and genotyping 
Picard v1.54 Duplicate read marking 
IGV v2.3 Visualizing read alignments 
NGS-SNP  Variant annotation 
In-house copy script Copies data between servers and performs data integrity checks 
In-house pipeline script Performs all sequence processing steps on a cluster 
In-house concordance script Calculates concordance between sequencing and panel genotypes  
In-house genotype script Splits panel genotypes by population and changes sample names 
In-house run report script Generates report for each sequencing run (samples, reads, duplicates, coverage) 
In-house pop report script Generates report of sequencing results for each population (coverage, concordance) 
Dropbox Sharing of reports and sample information 
AjaXplorer v4.2.2 Web access to files on data servers 
Backup Exec v.2010 R3 Tape backup 



project data. Current and historical copies of the various 
spreadsheets used to store sample information are also 
maintained using Subversion. 

 
Results and Discussion 

Data capture. DNA samples for sequencing and 
genotyping were obtained from breed associations or from 
sample repositories maintained at the Saskatchewan 
Research Council (SRC), the U of A, or the University of 
Guelph. To permit within-population SNP calling and the 
calculation of SNP and sample quality control metrics we 
requested samples and performed sequencing and 
genotyping on a per-population basis. This approach 
allowed for sequencing and genotyping outputs to be 
scrutinized early on in the project and provided outputs (i.e. 
the completed genotypes and sequences for a single 
population) that could be used by the imputation team for 
testing and refining software prior to the availability of the 
complete data. 

Data management. The CCGP presented a variety 
of challenges that led us to adopt a flat-file data 
management approach instead of relying on our existing 
relational databases. These challenges included the total 
volume of data, the large file sizes, the need to rely on 
storage systems with restricted shells, and the fact that 
sequencing and genotyping activities started immediately 
with commencement of the project. Our final strategy 
makes use of directory trees on high-capacity servers for 
raw and processed data files, and relies on Dropbox for 
sharing sample information, quality control reports, and 
progress reports. Allowing data to be linked between the 
two systems is a very strict file naming and ID creation 
scheme. Example content shared through Dropbox includes 
a spreadsheet containing the details of every sample, such 
as sample name, sample ID, DNA quantity, sequencing 
status, and genotyping status. Carefully designed Excel 
spreadsheets and judicious use of permissions (file-level 
and Excel permissions) minimized issues with respect to 
data standardization and completeness. Overall we found 
this approach to work well: all project staff were already 
familiar with Dropbox and Excel, and readily began using 
the forms we shared. Moreover this approach offered 
flexibility in that new fields and forms could be added by 
laboratory, management, or bioinformatics staff as 
necessary.  

The CCGP has generated approximately 30 TB of 
genomics data (sequencing and genotypes). This volume of 
data poses several challenges in terms of storage, 
networking and security. One of our immediate goals was 
to provide a safe and reliable environment for this data that 
could be used to share various subsets of data with 
academic and industry partners. Our system needed to be up 
and running quickly due to the tight timelines involved. In 
addition, we wanted to keep the burden of managing this 
data at a minimum given the variety of demands already 
placed on our staff. We proposed a solution for genomics 
data management based on three main points: organize, 
protect and share (Figure 1). We organize project data in a 
directory tree according to data type, and use strict file 
formats and file naming schemes. This organization 
facilitates data flow, as well as communication and 

collaboration among project members. It also simplifies 
data backup and data sharing. We protect these data so that 
there is no single point of failure. Copies of genomics data 
are stored on different servers located in different buildings, 
and daily incremental backups to tape are made (Figure 2). 
Our setup has on-line and off-line storage, spreads the data 
to geographically distinct places, and uses two different 
types of media. Therefore, we aim to minimize the impacts 
of data integrity errors, user errors, hardware and disk 
failures, and catastrophic events. Lastly, we share genomics 
data using two approaches: command line and graphical 
user interface (GUI). Command-line access and instructions 
are given to more experienced users that need to download 
large collections of information, such as sequencing data 
for several animals. GUI access is provided using the 
AjaXplorer file-sharing platform, which allows users to 
visually explore and access data using a web browser.   

Figure 1. Data management solution based on three 
main points: organize, protect and share. 
 

 
Figure 2. Backup strategy used in the Canadian Cattle 
Genome Project. Genomics data is copied to several 
servers in geographically different locations. Daily 
backups are performed to tape. Off-line backups using 
external hard drives (EHDs) and tape are maintained. 
Data deposition to NCBI is also performed. 



Genotype files. The large-scale nature of this 
project and some technical factors make handling 
genotyping files more complex. We process samples in 
batches as they arrive, and this sometimes leads to the 
inclusion of multiple populations on a single genotyping 
plate. Due to data access restrictions we must process the 
resulting genotype reports so that the appropriate 
information is delivered to each project partner. To this end 
we created a Perl script that takes as input a genotyping 
report and a list of animal IDs with their respective 
population designations. The script then outputs one 
genotype report for each population. In addition, this script 
has the ability to change the sample names in the reports 
when given a list of old and new names. This functionality 
is useful if the initial reports are generated using temporary 
IDs that need to be converted to the format used in the 
CCGP. The raw outputs of the genotyping instruments are 
stored in conjunction with the genotyping reports before 
and after splitting by population. 

Sequence data processing.  A typical sequencing 
run (one flow cell) produced 10X genome coverage for 
eight samples (one animal per lane). Table 2 provides a 
summary of the main files generated through sequencing 
and sequence data analysis, and includes information on file 
size and computational resources required. For each animal 
sequenced, the primary/raw data in FASTQ file format was 
first copied from the sequencing instrument to our storage 
servers and then temporarily to our analysis cluster (image 
files are not stored). Filtering was then performed using 
standard criteria to remove low quality reads. Next, quality 
reports were generated based on the remaining reads. The 
reads from samples with acceptable quality reports were 
then aligned to the reference genome using a high 
performance computer cluster. This step is the most time 
consuming and computationally intensive. We generally 
mapped all samples from a single run simultaneously using 
96 cores (12 per sample). Typically this allowed all the 
steps in the sequence analysis pipeline to be completed in 
just over one day for a single run of eight animals.   

Once sequencing was completed for a given 
population, joint variant calling was performed for SNP and 
indel discovery and genotyping. The resulting variant lists 
(VCF files) were filtered based on a variety of criteria and 
then annotated using NGS-SNP, which assigns functional 
consequence predictions to SNPs. For indel annotation, we 
developed an improved indel annotation tool (now available 
in NGS_SNP), which constructs all equivalent indel 
representations for a given input indel. The entire set of 
equivalent indels is assessed for annotation purposes, and as 
a result, reliable matching to known indels is achieved, and 

a more complete view of the potential functional 
consequences is provided.  
  Quality control. Quality checking of the 
sequenced reads using FastQC occasionally revealed 
problematic sequencing results prior to read mapping. In 
these cases the sequencing was repeated. Quality analysis 
based on the BAM files produced through read alignment 
also revealed issues in some cases. While the vast majority 
of samples yielded a high mapping rate (more than 95% of 
reads mapped) and low duplicate reads rate (less than 10%), 
a few had duplicate rates of greater than 50%. Further 
investigation revealed a problem in the preparation of 
certain sequencing libraries, and the library construction 
and sequencing were repeated. IGV was used to 
periodically inspect the BAM files arising from our 
pipelines. This visualization proved useful during the initial 
phase of the project, which relied on SOLiD paired-end 
sequencing: in this manner a serious flaw was identified in 
a user-developed patch for BWA, intended to allow it to 
handle SOLiD paired-end data. The visualizations allowed 
us to identify a bug in the patch, which we corrected before 
remapping the SOLiD data. 

 
Figure 3. Workflow used for processing sequencing 
reads. 

 
Genotyping of the sequenced animals also proved 

to be useful from a quality control standpoint. The 
concordance between sequencing genotypes and Illumina 
HD genotypes is shown in Figure 4. For animals with 
similar coverage, the Illumina sequenced animals always 
exhibited better concordance than the animals sequenced 
early in the project using SOLiD technology. For a typical 
sequenced animal with 10X coverage (using the Illumina 

Table 2.  Sequencing-related file size estimates and computation requirements. 
Content Format Size/10X Computation Time/10X 
Sequence reads  FASTQ    ~30 GB Two hours for transfer from sequence provider 
QC reports  HTML ~300 KB Less than one hour using one core 
Mapped sequence reads  BAM ~30 GB One day using 12 cores 
Mapping reports Text ~1 KB A few seconds using one core 
Variant calls VCF ~10 GB for 30 animals One and a half days using 30 cores 
Genotype reports Text ~80 MB One hour using one core 
 



platform), the concordance was around 99%. However, four 
low-concordance animals were identified (around 50% 
concordance, Figure 4). Further investigation revealed the 
reason for the low concordance in each case: an incorrect 
sample was genotyped; two samples were swapped either 
during sequencing or genotyping; and an industry partner 
submitted material from different animals for genotyping 
and sequencing.  

 

 

Figure 4. Concordance between sequencing genotypes 
and Illumina HD genotypes. 
 

Future improvements. As the project nears 
completion, efforts are underway to migrate sample 
information and smaller data types into our existing 
relational database. The U of A Libraries will also be 
providing resources and expertise to assist with long-term 
storage of BAM files, genotype information, and sample 
information.  

In terms of data analysis there are changes that can 
be made to our sequence processing pipeline that should 
improve the quality of the variant lists that are produced. 
Specifically, we suggest adding a base recalibration step 
before variant calling and a variant calling calibration step 
after variant calling (highlighted in blue in Figure 3). For 
joint variant calling, we suggest exploring GATK as an 
alternative to SAMtools, since the former is parallelized 
and offers other advantages. Structural variation is 
important to consider in addition to SNPs and indels. 
Several computational methods and tools for detecting 
structural variation have been developed recently that could 
be considered for use in cattle genome analysis. Adding a 

structural variant detection pipeline to our project or future 
projects could help provide a more complete understanding 
of the genomic differences existing in cattle. Finally variant 
annotation can be improved through the use of tools that 
consider regulatory sequences, the creation of features not 
annotated on the reference sequence, and the joint effects of 
alleles in haplotypes.  
 

Conclusion 
We have developed a system that employs a 

variety of custom and open source software tools to 
organize, protect, and share the genomics data generated by 
the CCGP. Included quality control steps have helped us to 
identify and correct issues related to software and samples. 
Our approach and software tools have successfully been 
used to process sequence data from over 300 individuals 
and genotypes from more than 10,000 individuals. 
Suggested improvements include the addition of base and 
variant recalibration steps, a structural variation pipeline, 
and better variant annotation tools.  
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