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Summary

The aim of this study was to quantify the power of utilising one million individuals with
whole–genome sequence (WGS) information for identification of segregating causal variants
with normally distributed effects using the genome–wide association study (GWAS). We
envisage that a first step of many for the high-throughput discovery of segregating causal
variants for highly polygenic quantitative traits. We simulated a data set reflecting the recent
history of commercial cattle breeds: (i) one million individuals split into 10 populations each
with 10 generations; (ii) a genome of 10 chromosomes each 100 cM in length; and (iii) a
highly polygenic quantitative trait with 10,000 causal variants whose effects were normally
distributed. We performed a WGS GWAS analysis but present results for a single 10 cM
region of one chromosome. This region contained a total of 85,435 segregating variants with
a minor allele frequency of >0.01 of which 84 were causal. We used four metrics of
performance: (i) the % of causal variants that were discovered; (ii) the % of GWAS hits that
were not causal variants; (iii) the % of genetic variance explained by discovered causal
variants; and (iv) the Spearman rank correlation between and effect size for causal variants.
The results showed that GWAS on a data set with one million individuals with WGS
information would enable ~4.8% of causal variants that explain 22.9% of genetic variance to
be discovered when the significance threshold was , but 98.4% of the significant hits from the
GWAS were not causal variants. We sliced the data in four different ways to include only
100,000 individuals. Three of these slices yielded no significant hits above the significance
threshold. The fourth slice, which encompassed individuals that had undergone 10
generations of selection and came from 10 different populations, enabled ~2.5% of causal
variants explaining 21.3% of genetic variance to be discovered but 98.9% of the significant
hits from the GWAS were not causal variants. The Spearman rank correlation between value
and effect size for causal variants was 0.68 for the analysis for the full data set. Across the
four slices of 100,000 individuals the Spearman rank correlation increased from 0.32 to 0.51
as the genetic diversity increased. GWAS with huge data sets would be effective as a first step
of many to discover segregating causal variants for highly polygenic quantitative traits whose
effects come from a normal distribution.
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Introduction

If genome editing is to be effective for improving quantitative traits, using strategies such as
promotion of alleles by genome editing (PAGE) (Jenko et al., 2015), strategies, such as
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“Allele Testing” (AT) (Hickey et al., 2016) need to be developed for the high-throughput
discovery of causal variants. AT involves attempting to identify causal variants through a
series of analysis with different technologies. One hypothetical example of AT could be as
follows:
1. Use available sequence information and phenotypes of huge populations of commercial

animals to perform a genome–wide association study (GWAS). This might identify ~1
million putative variants for advancement to the next stage.

2. Undertake an expression quantitative trait locus (eQTL) study in target tissues. Combine
the GWAS and eQTL results to further narrow down the set of putative variants. This
might identify ~100,000 putative variants for advancement to the next stage.

3. Use new targeted and historical functional genomics assays (FAANG) from within the
species (The FAANG Consortium et al., 2015) and from other the species (e.g.,
ModENCODE, ENCODE) (Landt et al., 2012; Hong et al., 2016) to further narrow
down the set of putative variants. This might identify ~10,000 putative variants for
advancement to the next stage.

4. Use cell lines from tissues relevant to reproduction and CRISPR technology (and
GECKO libraries) (Sanjana et al., 2014) to test the impact of knocking out the putative
variants (or genes harbouring the putative variants). This might identify ~1,000 putative
variants for advancement to the next stage.

5. Edit genomes in whole animals to test the impact of knocking out the surviving putative
variants (or genes harbouring the putative variants). This might identify ~500 putative
variants for advancement to the next stage.

6. Follow up these 100 putative variants with in depth studies involving deep phenotyping
and other technologies. Advance ~100 putative variants for advancement to the next
stage;

7. Implement via PAGE in commercial sector, monitor their impact, reverse those with
negative effects and keep those who have positive effects.

The objective of the present study was to quantify the power of large phenotyped data
sets with imputed whole–genome sequence (WGS) information to drive the first step of AT
pipeline. A high degree of genetic relatedness amongst individuals and long-range linkage
disequilibrium in livestock limit the ability of GWAS using small data sets to identify causal
variants and distinguish them from non–causal variants in close proximity. Huge data sets,
with millions of individuals, may overcome this problem because it may contain a sufficient
number of recombination events within it to enable very fine mapping of casual variants,
especially if these data sets consisted of individuals from multiple breeds.

Material and methods

Simulations

Sequence data was generated using the Markovian Coalescent Simulator (Chen et al., 2009)
for 1000 base haplotypes for each of the 10 chromosome in each of the 10 populations. Each
chromosome was of 100 cM length comprising 108 base pairs. They were simulated using 2.5

 10-8 per variant mutation rate, 1.0  10-8 per variant recombination rate and effective
population size that varied over time as estimated for the Holstein cattle population (MacLeod
et al., 2013) and presented on Figure 1. Two population splits simulated to generate 10
different cattle populations. The first one was simulated 400 generations ago when Angus and



Holstein cattle breed diverged (de Roos et al., 2008) and the second 50 generations ago when
first herd books were set up. The resulting sequence had approximately 1,030,000 segregating
variants per chromosome across 10 populations. To facilitate simulation, we used WGS data
from focal chromosome only while non-focal were compressed to 10,000 segregating
variants, to account for population structure.

A highly polygenic quantitative trait was simulated by sampling of 10,000 causal
variants from a segregating sequence variants, with the restriction that 1000 causal variants
were sampled from each of the 10 chromosomes. Causal variants were located at the same
position in the genome across 10 populations and had the same allele substitution effect
randomly sampled from a normal distribution with mean 0 and a standard deviation of 0.01
across the populations. The causal variant effects were used to compute true breeding value
(TBV) and phenotypes with a heritability of 0.3 for each individual.

Simulated sequence data was used for generation of one million individuals that
undergone 10 generations of selection using AlphaSim (Faux et al., 2016). In the first
generation of each population individuals had their chromosomes sampled from 1000
haplotypes while in generations 2 to 10 they had their chromosomes sampled from a parental
chromosome by recombination rate of 100 cM. Each population within each generation
comprised 10,000 individuals with equal sex ratio from which all the females and 25 sires
with the highest TBV were selected as parents of the next generation.

Genome–wide association analysis

GWAS was performed with FaST-LMM (Lippert et al., 2011) software using the following
linear mixed model on each segregating variant:

, (1)

where is a vector of phenotypes, is a mean value for a model and is an incidence matrix
linking the vector of fixed segregating variant, population and generation effects to each
phenotype. The random genetic effect term followed a normal distribution with genomic
relationship matrix and additive genetic variance , whereas residual followed a normal
distribution with identity matrix and residual variance .

Segregating variants with minor allele frequency (MAF) less than 0.01 were excluded
from the analysis. The genomic relationship matrix was constructed from the SNP markers on
the 9 non-focal chromosomes and every 100th segregating variant was included from the focal
chromosome with WGS information. This ensured that each chromosome contributed
approximately the same amount of markers to the genomic relationship matrix. Using this
genomic relationship matrix to correct for the background whole–genome we performed
GWAS for a single 10 cM region of focal chromosome.

We analysed the data in five ways: (i) GWAS on the full data set with one million
individuals; (ii) 100,000 individuals from all ten generations of a single population; (iii)
100,000 individuals from the first generation of each population; (iv) 100,000 individuals
from the last generation of each population; and (v) 100,000 individuals taking one
generation from each population so that generation number equals population number (e.g.,
generation 5 was taken from population 5).

Metrics of GWAS efficacy for the different data sets were: (i) the % of causal variants;
(ii) the % of GWAS hits that were not causal variants above the genome–wide suggestive and
significance threshold line (Reed et al., 2015); (iii) the % of genetic variance explained by



discovered causal variants; and (iv) the Spearman rank correlation between and effect size
for causal variants.

Results and discussion

The highest number of causal and segregating variants with MAF >0.01 was found for the
complete data set of one million individuals and for the 100,000 individuals from the first
generation (Table 1). This is expected as random genetic drift drives allele frequency in
different populations randomly after the population split. The number of causal variants and
segregating variants was lower in the data set comprising 100,000 individuals from the last
generation because selection and drift drive some alleles to fixation.

The GWAS on a data set with one million individuals with WGS information resulted
in the discovery of ~4.8% (4 / 84 * 100) of causal variants that explain 22.9% of genetic
variance using the significance threshold, but 98.4% (256 / 260 * 100) of the significant hits
from the GWAS were non-causal variants (Table 2 and Figure 2). For the analysis of the four
data sets with 100,000 individuals only the one with individuals from the last generation had
causal variants above the significance threshold observed. Here ~2.5% (2 / 79 * 100) of
causal variants explaining 21.3% of genetic variance were discovered while there were 98.9%
(176 / 178 * 100) non-causal, though significant, variants. The Spearman rank correlation
between and effect size for causal variants was 0.68 for the analysis for the full data set.
Across the four slices of 100,000 individuals the Spearman rank correlation increased from
0.32 to 0.51 as the genetic diversity increased.

Conclusion

The trait that was simulated in this study was highly polygenic and the effects of the
variants were very small. This is a very difficult situation for GWAS to work within.
Nonetheless, the results of this study suggest that GWAS could be an effective first step in an
AT strategy for the discovery of causal variants for such traits, which in turn would drive
increased rates of genetic improvement through strategies such as PAGE. The GWAS with 1
million individuals delivered 260 significant hits in the region of the genome that was
targeted. Despite that ~98% of these hits were not causal the hits that were causal explained
about 22.9% of the genetic variance. We consider this to be a positive result because we
believe that it narrows the search space sufficiently and contains causal variants with
sufficient genetic variance to allow the remaining steps in AT to be cost effective and
beneficial. We plan further studies involving a broader set of scenarios, with different genetic
architectures and the use of multiple regression within windows with multiple GWAS hits.



Table 1. Simulated data for whole–genome sequence analysis on the 10 cM region of the focal
chromosome.
Data set Number of

individuals
Number of causal

variants1
Segregating
variants1

Complete data set 1,000,000 84 85,435
Single population2 100,000 69 70,819
First generation 100,000 84 85,438
Last generation 100,000 79 83,696
Diagonal generations3 100,000 67 70,885
1After excluding variants with minor allele frequency <0.01
2Mean values across ten populations
3Where the population id is the same as generation id

Table 2. The number of causal and non-causal variants with value above suggestive1 and
significance2 genome–wide threshold lines, percentage of genetic variance explained with the
discovered causal variants and the rank correlations between the causal variant effect and
value as obtained from genome–wide association study from the 10 cM region of the focal
chromosome.

Number of
causal variants

Number of non-
causal variants

Genetic variance
explained (%)

Data set Sug.1 Sig.2 Sug.1 Sig.2 Sug.1 Sig.2

Complete data set 8 4 527 256 32.1 22.9 0.68
Single population3 0.2 0 48 0 1.4 0 0.32
First generation 2 0 127 0 7.4 0 0.46
Last generation 2 2 224 176 21.3 21.3 0.51
Diagonal generations4 1 0 7 0 1.1 0 0.51
3There were two causal variants discovered across 10 populations and mean values are reported
4Where the population number is the same as generation number



Figure 1. Graphical scheme representing generation of sequence data for the first generation
of individuals with varying effective population size over time and two population splits
generating 10 different populations.



Figure 2. Manhattan plot of values for the genome–wide association study from the 10 cM
region of the focal chromosome for individuals from a) complete data set b) first generation,
c) last generation, and d) diagonal generations. The red horizontal line indicates a value of
7.30 (corresponding to the ) and the blue horizontal line a value of 5.30 (corresponding to
the ), while the red dots indicate causal variants and black circles represent non-causal
variants.
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