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Summary

Sequence data is now an integral component of animal genetics from functional genomic
assays to genome-wide association to genomic prediction. While it has ushered in
unprecedented genome resolution, sequence is also a data type that is challenging because it
contains a significant amount of data errors, such as false positive variants and wrong
sequence genotypes. Here we discuss the source and quantity of these errors and how they
affect downstream analyses. Finally, we suggest ways to improve sequence data going
forward to improve research and industry outcomes.
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Introduction

Genomic data is transforming animal and plant genetic improvement, primarily through
genomic selection (Meuwissen et al. 2001). There are two main genomic technologies which
are currently widely applied in our field. The first are microarrays or single nucleotide
polymorphism (SNP) chips, which contain probes that interrogate small to large numbers of
variants. Most livestock species now have SNP chips available from low to high density and
this technology is enabling cost-effective genomic selection (e.g. Matukumalli et al. 2009;
Ramos et al. 2009; Kijas et al. 2012). SNP chips deliver highly accurate genotyping and low
missing data. However, the SNP sets chosen often are biased towards higher frequencies to
ensure a high proportion of segregating SNP in many breeds. As such they may not reflect the
true minor allele frequency (MAF) spectrum of variants and causal mutation. This, in turn,
results in limited linkage disequilibrium between lower frequency causal mutations and SNP
on chips. Furthermore, the heavy reliance on linkage disequilibrium between variants on
medium density SNP chips and largely unknown causal mutations has meant that genomic
prediction accuracies deteriorate across generations and across breeds, thereby inducing a
strong correlation of prediction accuracy and relationship to the reference population (e.g.
Habier et al. 2007).

The second genomic technology is sequencing of DNA or RNA, which involves cutting
DNA into short fragments. These contain reads that are of approximately 150 base pairs (bp)
in length for Illumina paired end reads to much longer fragments for PacBio (~50% of reads
> 20kb) and Nanopore MinION (mean read length ~10kb, but up to 150kb possible; (Jain et
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al. 2016)) platforms. The sequenced reads are then aligned to a reference assembly and
variant callers are used to identify variants, which are single or multiple-base differences to
the reference genome. Sequencing also underpins most functional genomic assays, such as
RNA sequencing and chromatin immunoprecipitation sequencing, currently in heavy use in
FAANG (Andersson et al. 2015). The difference between assays is generally in source of the
input to the library protocols and not the sequencing itself.

Whole-genome sequence data should ideally contain all causative mutations
underpinning key livestock traits including SNP, indels (insertions and deletions), and larger
structural variants. Most applications have focused on SNP and to a lesser extent indels.
Sequence data will capture the true MAF spectrum unless a biased set of variants is targeted.
The inclusion of variants that are very close to causal mutations has been shown to increase
the accuracy of genomic prediction in simulation (Meuwissen & Goddard 2010; MacLeod et
al. 2014; Perez-Enciso et al. 2015). Early results in empirical data have also shown an
increase in prediction accuracy, but only when predicting animals that are less related to the
reference population and when using a method to prioritise sequence variants (e.g. using a
genome-wide association studies, GWAS) (e.g. MacLeod et al. 2016; Khansefid et al. 2018).
Several approaches have been proposed to make use of whole-genome sequence for accurate
imputation ranging from selecting key ancestors to sequencing a very large number of
animals at very low fold coverage (i.e. the mean number of reads covering a region across the
genome) (e.g. Hickey 2013; Daetwyler et al. 2014).

Sequence data is noisier than SNP chips and contains errors in the sequence reads
themselves as well as additional false positive variants and genotyping errors. This can affect
every analysis from variant calling to gene expression studies to genomic prediction. In the
variants sets used for GWAS and prediction, errors presents as both false positive variants,
where genotypes are wrong, and plain genotyping error, where the variant is true but some
genotypes may be wrong. In this study, we will investigate the effect that imperfect sequence
data has on imputation and genomic prediction. We will present data on genotyping error
rates and discuss the potential impact of these results on various types of common analyses or
strategies. Finally, we will suggest ways to improve sequence data quality in the future.

Material and methods

This study made use of the 1000 Bull Genome (Run4 and 6) and SheepGenomeDB (Run2)
project datasets, whose methods and breed composition are described in Daetwyler et al.,
2017. Annotation of Run2 SheepGenomesDB variants was completed using NGS-SNP
(Grant et al. 2011).

Brief summary of sequence pipelines
Sequencing entails molecular techniques to prepare a library of DNA fragments of

varying sizes, generally from 500 to 800 base pairs (bp) for Illumina paired end reads to
much longer fragments for PacBio and Nanopore platforms. After quality control, the
sequenced reads are then aligned to a reference assembly and variant callers are used to
identify variants, which are differences to the reference genome (Daetwyler et al. 2014;
Daetwyler et al. 2017). Trimming of raw sequence and filtering of variants is strongly
advised (Vander Jagt et al, 2017). When discussing sequence error rates, this paper assumes
that sequence best practices processing and quality control has been followed, except when
discussing raw sequence.
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Measuring sequence error
We estimated sequence genotyping error rates by checking the concordance of SNP

chip and sequence genotypes. SNP chip genotypes are 99.99% repeatable (though repeatable
is not the same as accurate), thus, non-concordance will primarily be due to sequence data
errors. However, variants on SNP chips tend to have elevated MAF, therefore this test will
not provide information on low frequency variants. The second approximation of genotyping
error measures the rate of opposing homozygote genotypes in parent-offspring pairs. This
metric covers only quite extreme cases of non-concordance, and will miss wrongly classified
heterozygotes. Nevertheless, it is a useful tool to check variants covering the whole MAF
spectrum.

Impact of sequence quality on imputation
Imputation has enabled the cost-effective use of sequence data in downstream analyses

such as genome-wide association and genomic prediction. It refers to the inference of
sequence genotypes in animals genotyped only with a SNP chip, using a reference set of
genotypes from sequenced animals. Various imputation methods have been tested for
sequence (Sargolzaei et al. 2014; Ni et al. 2015; Das et al. 2016). The performance of all
imputation algorithms is adversely impacted by (sequence) genotyping error. In this study,
we tested whether removing low quality variants with filters would affect imputation
accuracy. We tested imputation before and after filtering variants in 314 Holstein cattle from
1000 Bull Genomes Project Run4 using FImpute (Sargolzaei et al. 2014). The filters used
were described in Daetwyler et al. (2017).

Impact of sequence error on downstream analysis.
We imputed 46,000 sheep to whole-genome sequence using the European type sheep

in Run2 of SheepGenomesDB as the reference set (Daetwyler et al. 2017; Bolormaa et al.
2018). The Minimac3 imputation software provides an R2 statistics on each imputed variant,
an internal metric of imputation accuracy, and this was used as a proxy for testing imputation
accuracy using cross-validation. Bolormaa et al (2018) demonstrated that Minimac R2 is
strongly correlated with true imputation accuracy. First, we investigated whether variants in
different annotation classes differed in their Minimac R2 distributions. Secondly, we
investigated whether sequence genotype errors would affect downstream analyses utilising
this imputed sequence data. We designed three different sequence variant sets containing
50,000 variants with low (<0.4), medium (0.4-0.65), and high (>0.9) Minimac R2, ensuring a
similar MAF distribution for each a set. In each of these variant sets we ran genomic
heritability estimates in the following sheep traits, carcass fat (ccfat), carcass (cemd) and scan
eye muscle depth (pemd), intra-muscular fat (imf), post weaning weight (pwt), shear force at
day 5 post slaughter (sf5), and yearling clean fleece weight (ycfw). Please refer to Khansefid
et al (2018) for more details on reference populations, models and traits.

Results and discussion

The sources and proportion of errors in sequence

Sources of sequence errors
There are several sources of potential errors with sequence data. The first is the base

error rate in the raw reads themselves, which is approximately 0.001 or less with current
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Illumina methods and higher with long read technologies
(https://www.illumina.com/documents/products/technotes/technote_Q-Scores.pdf). This type
of error is an important source of wrong genotypes in individuals sequenced at lower fold
coverage. Assume that an individual is sequenced at an average of 1x across the genome, also
assuming 20 million potential variants (i.e. the animal is part of a larger set), one would find
20,000 genotyping errors and many false singletons. If variant calling is done in a single
animal at 1x one would expect ~3,000,000 false singleton SNP (i.e. 3 billion * 0.001). This is
one of the primary reasons why most variant callers combine data across individuals when
calling variants so erroneous calls may be discarded. However, one would still expect a large
number of false positives from a dataset containing only low coverage individuals. As
coverage increases, this source becomes less important and approximately reduces to the
influence 1 read has on genotype calls, for example 1 in 3 reads versus 1 in 8 reads. The
probability that two or more reads at exactly same position have the same error quickly
becomes insignificant (e.g. 0.0013 for 3 reads with errors in same position). Similarly, the
probability that two animals sequenced at 1x would have the same false positives error due to
base errors in reads, thereby providing more confidence to a wrong variant call, would also be
minute.

Sequencing is a multi-step process where each will add uncertainty to variant and
genotype calls. In addition to the raw base error rate, the process involves aligning the reads
to a reference assembly, which also introduces problems such as misassembled regions,
misplaced regions, gaps, et cetera. Most livestock genomes contain highly repetitive regions
that are notoriously difficult to assemble. Repetitive regions are also often structural variant
rich (Bickhart et al. 2012), which further reduces the reference map accuracy and alignment
accuracy, and the proportion of false positive SNP increase near structural variants and indels.
It is hoped that assemblies based on long read technologies will improve the mapping in
problem areas of the genome. The contribution of imperfect assemblies to false positive
variant calls and genotyping errors is not easily quantifiable but it is expected to be
significant. Furthermore, suboptimal sequence library preparation can reduce data quality,
where some regions might be completely missed and others might be sequenced to extremely
high coverage due to excessive PCR amplification.

Low coverage itself is an important source of genotyping errors. This is primarily
because for a biallelic SNP the probability of observing an allele is 0.5number_of_reads. This tends
to present itself as heterozygotes falsely called as homozygote reference. For example, if an
animal is sequenced at 1x one would expect to miss the second allele 50% of the time. Again
with higher coverage this reduces and eventually becomes insignificant as a source of errors
past approximately 10x (Figure 1).

Sequence genotype error rates
We focused on sequence genotype error rates because the issue of false positive SNP

can be mitigated to some extent by excluding singleton variants from downstream analysis in
most applications. Overall, there were no large differences in the quality of SNP called
between Samtools and GATK, though for indels GATK had a slight edge once Beagle was
used for error correction (Vander Jagt et al. 2018). The concordance of Bovine HD and
sequence genotypes after filtering is approximately 98% in animals sequenced at 20x and
approximately 95% at 10x and changes to ~0.98 for both sets after error correction with
Beagle (Vander Jagt et al. 2018). Considering that SNP chips are expected to be 99.99%
repeatable, most of these genotype mismatches would be expected to originate in the
sequence. The set of SNP in the Bovine HD chip tend to be high MAF, sequence variants
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that generally have lower MAF would be expected to have a higher error rate. However, low
sequence coverage induced wrong genotypes would be equally likely at low or high MAF, as
it is the frequency in the animal itself that matters.

The second statistic we calculated is the rate of opposing homozygote genotypes
between parent-offspring pairs, which was approximately 0.08% per SNP in raw variant calls
and dropped to 0.07% per SNP post filtering of variants. On a per animal pair basis the mean
rate of opposing homozygotes in cattle ranges from 0.05% to 0.7% from high to low
coverage post filtering (Figure 1). This metric seems heavily dependent on coverage only
before Beagle phasing and error correction (Figure 1), and this pattern ceases at coverage >
~10x. Beagle error correction reduces opposing homozygotes substantially in low coverage
samples to the point that no relationship between coverage and opposing homozygotes is
observed after Beagle. However, as a cautionary tale, Beagle can introduce opposing
homozygotes in high coverage cattle (Vander Jagt et al. 2018). This statistic only measures a
subset of errors and would miss false heterozygote calls due to sequence base error, for
example.

How do sequence errors affect imputation?
We imputed whole-genome sequence in a set of 314Holstein cattle from 1000 Bull

Genomes Project Run4 using all (raw) and filtered variants. The impact of sequence error is
readily apparent and a reduction in imputation accuracy of up to 20% is observed. Clearly,
filtering of sequence variants in some form is advised to improve imputation accuracy.
Bolormaa et al (2018) show in imputed sheep data that there are a large number of regions
(affecting approximately 50% of chromosomes have at least one such region) with very low
Minimac R2. These tend to overlap with repetitive DNA regions, where one important
example is the major histocompatibility complex (MHC), which is known to be highly
repetitive and hypervariable.

How does imputation error affect downstream analyses?
When evaluating potential downstream effects of sequencing errors it is instructive to

consider the proportion of variants in the broadly defined functional annotation classes (Fig
3). As expected, most variants are intergenic and intronic. Many functional assays, such as
RNA sequencing, are focusing on variants in or near genes, which are expected to either
affect protein coding directly or are potentially regulatory. In general, sequence variant
classes have many more low MAF variants than SNP chip genotypes, with missense variants
having an especially extreme low MAF profile (Figure 4a). The HD SNP in ovine data all
have very high Minimac R2 because they have been imputed up from lower density SNP
chips and have relatively high MAF (Figure 4b). In contrast, the R2 for sequence variants
tend to consistently have a U-shaped distribution with an over-representation of high and low
R2. Low R2 imputed variants outweigh high R2 variants only for missense variants
reflecting the strong effect of MAF on imputation accuracy, as expected. Nevertheless,
Figure 4 clearly show that the most likely causal variants are often rare and badly imputed,
which likely to negatively impact sequence based research results.

It has been demonstrated that imputation error can impact the detection of causative
mutations using GWAS (Pausch et al. 2017). We defined three variant sets from low to high
Minimac R2 and estimated the proportion of the phenotypic variance explained by each set
(i.e. genomic heritability) across a number of traits in sheep. A clear and consistent pattern of
increasing heritability as R2 increases can be observed (Figure 4). Indicating that if the
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fidelity of sequence data can be improved this will translate into more accurate heritability
estimates and, expectedly, higher genomic prediction accuracy.

Strategies to improve sequence data quality
We have shown the extent of sequence error and its effect on imputation and

downstream analyses. Improving data quality through highly evaluated pipelines using
objective metrics relevant to end use, such as concordance and imputation accuracy, is crucial
for better research outcomes and is ongoing (e.g. Vander Jagt et al. 2018). What additional
steps could we take to increase sequence data fidelity?

The improved reference assemblies currently being finalised for cattle and sheep are
expected to have a major impact on sequence data quality. The new references will
substantially reduce the number of gaps between contigs, but, perhaps more importantly, their
assembly of repetitive regions will be significantly improved. This will improve alignments
and, in turn, this will reduce the number of false positive variants and genotyping errors.

However, even with better assemblies, key task remaining is to develop algorithms
that identify errors and correct them. Phasing and haplotyping software goes some way
towards this goal (e.g. Browning & Browning 2009). Additional error correction methods
have been published (e.g. Marçais et al. 2015; Heydari et al. 2017). Livestock data structures
with close relationships and an appreciable amount of inbreeding lend themselves to error
correction on the sequence genotypes themselves. For example, through identification of
very sparse heterozygotes which are likely errors in longer regions of homozygosity. There is
a need to devise new methods that curate sequence data. New long-read sequencing
technologies will also allow for further development of the combination of physical phase
from reads themselves with algorithmic phasing (e.g. Delaneau et al. 2013).

The GATK variant caller requires truth sets with really high confidence markers
(Vander Jagt et al. 2018). Aside from SNP sets that have been genotyped on SNP chips, such
truth sets are very difficult to compile because the only genomic data we have in abundance is
from the sequencing itself. The University of Missouri have genotyped thousands of cattle on
their GGPF-250 chip that contains a large proportion of low MAF SNP
(http://genomics.neogen.com/en/ggp-f-250-beef). These larger sets of low frequency SNP
from chips are important sources of variants for truth sets (Vander Jagt et al. 2018). Similarly,
while the metrics we have used so far are useful, we could likely genotype relatively low
numbers of passed and discarded variants with alternative and accurate genotyping
technologies to calculate false positive and negative rates as an independent validation.
Additional truth sets could also be devised by high coverage sequencing of trios or
individuals containing rare haplotypes to define a truth set of rare variants (B. Schnabel and
D. Bickhart, personal communication).

Our DairyBio project strategy for utilising sequence variants is to directly genotype
high value variants that affect key dairy trait in reference populations and, eventually,
routinely in industry using SNP chips. This will significantly reduce genotyping errors from
sequence imputation and in itself will provide an highly accurate imputation reference set to
all animals for these variants.

In summary, while sequence data can improve genomic prediction when used
appropriately, it is certainly a noisier datatype than SNP chip genomic information. There are
a number of ways that sequence data quality and subsequent imputation can be improved.
Developing genetic improvement strategies in simulations that ignore sequence noise will be
fraught with problems when applied to empirical sequence data.

https://urldefense.proofpoint.com/v2/url?u=http-3A__genomics.neogen.com_en_ggp-2Df-2D250-2Dbeef&d=DwMGaQ&c=JnBkUqWXzx2bz-3a05d47Q&r=w6yf14nyxUbiCn2GwWVtJrXHKyEzgK03GZUj0gEfAIs&m=sHA0TpX_6_Cy1yfCNlyrZ7jp7sFTLDDD6ImumASWDjE&s=0893SapUEfxjWK4TOSt1Z5-BwgCf8edqbc3myy3Noa4&e=
https://urldefense.proofpoint.com/v2/url?u=http-3A__genomics.neogen.com_en_ggp-2Df-2D250-2Dbeef&d=DwMGaQ&c=JnBkUqWXzx2bz-3a05d47Q&r=w6yf14nyxUbiCn2GwWVtJrXHKyEzgK03GZUj0gEfAIs&m=sHA0TpX_6_Cy1yfCNlyrZ7jp7sFTLDDD6ImumASWDjE&s=0893SapUEfxjWK4TOSt1Z5-BwgCf8edqbc3myy3Noa4&e=
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https://urldefense.proofpoint.com/v2/url?u=http-3A__genomics.neogen.com_en_ggp-2Df-2D250-2Dbeef&d=DwMGaQ&c=JnBkUqWXzx2bz-3a05d47Q&r=w6yf14nyxUbiCn2GwWVtJrXHKyEzgK03GZUj0gEfAIs&m=sHA0TpX_6_Cy1yfCNlyrZ7jp7sFTLDDD6ImumASWDjE&s=0893SapUEfxjWK4TOSt1Z5-BwgCf8edqbc3myy3Noa4&e=
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Figure 1. The proportion of opposing homozygote genotypes in 588 parent-offspring pairs
from the 1000 Bull Genomes Project Run6 Taurus Indicus cattle combined.

Figure 2. Imputation accuracy in Holstein cattle from Run4 of the 1000 Bull Genomes Project
using unfiltered (blue) and filtered (red) variants and FImpute.
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Figure 3. Proportion of variants in different annotation classes in SheepGenomesDB Run2.

Figure 4a & b. Minor allele frequency (MAF) of different variant annotation classes (left
panel) in an Australian multi-breed sheep dataset and the percentage per variant class in
each Minimac3 R2 bin (right panel) after imputation with Eagle2/Minimac3. HD SNP refers
to ovine HD SNP chip variants, all other classes are from sequence data.
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Figure 5. Proportion of phenotypic variance explained (genomic heritability) in an Australian
multi-breed sheep reference population by 50,000 variants selected from low (<0.4), medium
(0.4-0.65), and high (>0.9) Minimac R2 imputed sequence variants. Where ccfat is carcass
fat, cemd is carcass eye muscle depth, imf is intra-muscular fat, pemd is scan eye muscle
depth, pwt is post weaning weight, sf5 is shear force at day 5 post-slaughter, and ycfw is
yearling clean fleece weight.


