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Summary

Most traits in animal breeding have a heritability lower than 50% and many priors have been
invented to better account for “genetic architecture” while retaining a naïve assumption for
the error distribution. There is also room for improving predictions by working on the
residual structure of a model. We present simple to implement (no Bayesian sampling
required) robust alternatives to best linear unbiased prediction (BLUP) using a linear model
with residual t or Laplace distributions and evaluate the methods with real data, using
bootstrapping and cross-validation. Evaluations involve wheat, Arabidopsis thaliana, and
Italian Brown Swiss cows. Proof-of-concept is presented that the robust procedures can
deliver better predictions than BLUP, examples being test-day milk yield in dairy cattle and
flowering time in Arabidopsis thaliana.
Keywords: prediction, robust linear models, cross-validation, bootstrapping, GBLUP.

Introduction

An amply used method for analysis of complex traits is "genomic best linear unbiased
prediction", GBLUP (Van Raden 2008). The procedure adapts a mixed effects linear model
for pedigree-based best linear unbiased prediction of unobservable genotypic values (e.g.,
breeding values) to a situation where DNA markers are available. Markers are used as
covariates and GBLUP has been implemented with sequence variants as well (Ober et al.
2012). BLUP linearly regresses phenotype on pedigree (A) or genomic relationships (G), or
on any kernel matrix.
BLUP applies to cross-sectional, longitudinal and multiple-trait settings. Flexibility, coupled

with development of computational machinery, made the method widely adopted in dairy
cattle breeding (Wiggans et al. 2011, 2017). Normality of random effects and model residuals
is not required for BLUP but Gaussian assumptions are implicit: the predictor uses up to
second moments only and all marginal and conditional distributions derive from normal
distribution theory. Variance and covariances needed for BLUP are often estimated with
likelihood or Bayesian methods under Gaussian assumptions, so dependency on normality is
patent. A downside is that regressions with normal residuals are sensitive to outliers (e.g.,
Hampel et al. 1986; Lange et al. 1989). Hence, BLUP is not robust, at least in theory.
Sensitivity with respect to outlying data points was recognized in quantitative genetics and

various studies evaluated thick-tailed processes, especially the t-distribution (Strandén &
Gianola 1989, 1999; Rosa et al. 2003, 2004; Kizilkaya et al. 2003; Cardoso et al. 2006).
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Records from animals receiving undeclared preferential (non-random) treatment may be
aberrant. Outlying observations also arise due to concealed sub-structure, e.g., fertility
gradients in plant fields not accounted for in the analysis. Hence, a Gaussian model may not
always provide a suitable representation of probability at tails or center of a distribution.
Assignment of a member of the family of scaled normal distributions to residuals (Andrews
& Mallows 1974) automatically down weighs observations perceived (by the model) as
outliers. Instead of removing cases via ad-hoc rules, resulting in loss of information, all
observations enter into a robust statistical procedure. Removal of outliers does not account for
uncertainty associated with exclusion (Lange et al. 1989).
A flexible way of fitting a t or a double-exponential or Laplace (L) process as residual

distribution is via Bayesian Markov chain Monte Carlo (MCMC) After priors are elicited,
parameters (e.g.. the mean, scale, and the degrees of freedom ν of a t-distribution) may be
inferred from posterior draws; hyper-parameters must be chosen with caution (Gianola 2013).
Sampling (especially for ν) is tricky, computationally intensive, and does not lend itself to
routine use by animal and plant breeding industries. MCMC also requires tailoring proposal
distributions when conditional posteriors are not standard, and a careful evaluation of Monte
Carlo noise: sampling error may overwhelm statistical error. Further, MCMC applied to
highly dimensional posterior distributions requires a meticulous convergence analysis.
We present simple to implement robust alternatives to BLUP using a linear model with

residual t or L distributions and evaluate the methods with real data. The approach is "robust
maximum a posteriori prediction"; TMAP and LMAP are the respective acronyms when the t
or the L distributions are employed. Our evaluations involve wheat, Arabidopsis thaliana, and
Italian Brown Swiss cattle. Focus is on predictive power with bootstrapping and cross-
validation used for quantifying uncertainty of predictions.

Maximum a posteriori

The linear model is , where is a target phenotype, and are nuisance and genetic vectors,
respectively, and are incidence row vectors and is a residual; . Assign a flat prior to (“fixed”
in a frequentist sense) and assume where is a genetic or genomic variance, and is a kinship
matrix. Residuals are independent realizations from normal (N), t or L distributions. For a t-
distribution on degrees of freedom, given and , the data generating model for case i has
mean and variance where is a scale parameter and measures intensiveness of recording,
e.g., if there is a single observation per target phenotype. For L, the conditional expectation
is also and with being a spread parameter. Regularization or hyper-parameters (H) are and .
Since is difficult to infer, we vary it over a grid and estimate variances as required by the
model training process employing some non-iterative procedure. In the t-distribution, given
and an estimate of , the value of the scale parameter follows.

The MAP estimator of and at fixed H can be calculated using iteration (t denotes
round)

(1)

which is explicit if residuals are N, producing BLUP of . Above, for N; in the t-distribution
and for L. Further, M is a diagonal matrix containing elements that “attenuate” impact of
observations away from . For datum i,
in the t-distribution, and under L. Observations that depart from the current receive less
weight than those that are closer. At convergence, at least a local mode is retrieved, but focus
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is on prediction, not inference. In our analyses the t-iteration converged in 5-10 iterations,
whereas the L-iteration required at least 10 rounds.

The zero-mean (no and case, so , is illustrative. The iteration here takes the form

(2)

The preceding indicates that, when a phenotype is far away from the genetic (as per the
model) value, the latter is strongly shrunk towards the mean of the distribution, 0. In brief:
genotypic values associated with extreme phenotypes are more strongly regularized. Since
such phenotypes are assigned less weight, the values flag outliers and model inadequacies.

Data-Implementations-Results

Brown Swiss cattle. Dadousis et al. (2016) describe the data. Milk samples from Italian
Brown Swiss cows from 85 herds were collected at evening milkings. The trait was "single
test-day" yield pre-corrected for several macro-environmental effects. After edits, n=991
cows and p=37,568 SNP (50K chip) were retained. A grid of 19 genomic heritability (h2 )
values (“guesses”) ranging from 0.05 to 0.95 with increments of 0.05 was used to obtain
MINQUE estimates of genomic and residual variances and of genomic heritability. Estimates
(“guess” in parentheses) were: 0.07 (0.05); 0.08 (0.10); 0.09 (0.15); 0.10 (0.20); 0.10 (0.25);
0.11 (0.30); 0.12 (0.35); 0.13 (0.40); 0.14 (0.45); 0.15 (0.50); 0.16 (0.55); 0.17 (0.60); 0.19
(0.65); 0.20 (0.70); 0.22 (0.75); 0.24 (0.80); 0.27 (0.85); 0.31 (0.90), and 0.47 (0.95).

Models (zero-mean) fitted were N, t ( = 4, 8, 12, 16) and L at each grid value (using
the MINQUE estimate), so there were 19 x 6= 114 implementations, with a leave-one out
cross-validation (LOO CV) conducted for each, using formulae in Gianola and Schoen (2016)
assuming that removal of a single case would not alter regularization appreciably. Since a
LOO CV produces a sole configuration, we emulated replication with 15,000 bootstrap
samples over the joint distribution of milk yields and LOO predictions, Density estimates
were obtained for predictive mean-squared error (PMSE) and predictive correlation (PCOR).
Figure 1 displays PMSE and PCOR for GBLUP, LMAP and TMAP-4, the three more
“extreme” methods. LMAP had the best predictive performance, followed by TMAP-4.
GBLUP had the smallest predictive correlation and typically the largest MSE.
Arabidopsis. The data set is in Atwell et al. (2010) and Wimmer et al. (2013). It represents
199 accessions genotyped with an Affymetrix 250K SNP chip; traits were flowering time
(n=194), plant diameter (n=180) and FRIGIDA (n=164) gene expression; p=215,947 after
edits. Maximum likelihood (MINQUE) estimates of genomic h2 were 0.9186 (0.9187) for
flowering time; 0.4738 (0.4739) for FRIGIDA, and 0.4864 (0.4864) for plant diameter.
Genomic heritability near 1 for flowering time possibly reflects influence of genes of major
effects (Chiang et al. 2009; Salome et al. 2011). The zero-mean models were N, L and t with
=4, 8 or 12.

In a LOO CV setting, we re-estimated variances by MINQUE (maximum likelihood
estimates from the overall data used as "guesses") at each training instance; e.g., for flowering
time there were 194 sets of estimates. The range of estimates of h2was 0.90-0.93 (flowering
time), 0.39-0.73 (FRIGIDA) and 0.45-0.59 (diameter): removal of a single observation
influenced regularization. LOO implementations of LMAP and TMAP were run for 200
iterations. For each trait, a matrix was formed by column-wise concatenation of phenotypes
and of their corresponding predictions. Rows of each of these matrices were bootstrapped
b=50,000 times to estimate distributions of PMSE and PCOR. Figure 2 presents the density of
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PMSE and PCOR or double exponential process of the various methods, by trait. For
flowering time, LMAP delivered the most accurate predictions (closest Euclidean distances)
followed by TMAP4 and TMAP8; for the other two traits distributions overlapped. Figure 3
presents bootstrap distributions of intercept and slopes of regressions of predictands on
predictions, crudely construed as metrics for bias assessment. LMAP had a strong “bias” for
the intercept and slope for flowering time and other methods were less “biased”. In pair-wise
comparisons for flowering time, TMAP-4 and TMAP-8 delivered smaller PMSE than
GBLUP systematically, whereas LMAP gave a smaller PMSE in 82% of the samples.
Likewise, PCOR was larger for LMAP than for any other method in 100% of the samples.
For FRIGIDA, PMSE for GBLUP was smaller in 55% ( vs. LMAP), 53% (vs. TMAP-4),
33% (vs. TMAP-8), 35% (vs. TMAP-12) and 37% (vs. TMAP-16, TMAP-20) of the
bootstrap samples; PCOR was smaller for GBLUP in 43% (vs. LMAP), 30% (vs. TMAP-4),
7% (vs. TMAP-8), 31% (vs. TMAP-12), and 33% (vs. TMAP-16) of the draws. For plant
diameter, the picture was as for FRIGIDA, i.e., no sizeable differences but with GBLUP
better most of the times: PMSE in GBLUP was smaller than that of other methods in 77%
(vs. LMAP), 65% (vs. TMAP-4), 59% (vs. TMAP-8), 57% (vs. TMAP-12), 56% (vs. TMAP-
16) and 55% (vs. TMAP-20) of the samples; PCOR was larger in GBLUP 78% (vs. LMAP),
81% (vs. TMAP-4), 81% (vs. TMAP-8), 81% (vs.TMAP-12), and 80% (vs. TMAP-16,
TMAP-20) of the samples.

Results for flowering time suggest that, when unknown major genes underlie genetic
variation and an "infinitesimal genomic" model is fitted, a thick-tailed residual distribution
such as the L or a t-distribution with 4-10 degrees of freedom, protects against model mis-
specification and delivers better predictions. When a trait conforms closer to a Gaussian
distribution, a robust method may deliver a better performance in the MSE sense, although
perhaps under-performing if PCOR is used. Machine learning and artificial intelligence
researchers typically choose methods producing the closest predictions (smaller MSE), the
notion of bias being largely irrelevant (as in Bayesian inference).
Wheat grain yield. The data is in package BGLR (Pérez-Rodríguez & de los Campos 2014).
There are n=599 wheat inbred lines, each genotyped with p=1279 allelic markers. The data
set also includes a pedigree-derived relationship matrix (A).The target was wheat grain yield
measured in four distinct environments.

A training (n=300)-testing (n=299) layout was adopted and repeated 200 times at
random. In each training instance, variance components were estimated by MINQUE; models
fitted were BLUP, LMAP and TMAP (4, 6 or 8 df). Analyses were done using pedigree or
genomic kinship. Boxplots of the distributions of PMSE and PCOR and in Figures 4 and 5,
respectively. The most salient results were: 1) methods did not differ by much, with LMAP
tending to be the underperformer; 2) genome-based predictions were not always better than
pedigree-based ones. For the latter, TMAP often produced the largest PCOR.

We also examined consistency of methods over replications and calculated the
frequency with which a particular method delivered the best predictions. Tables 1 and 2
present results for PCOR when predictions for 15 yield traits were pedigree-based (e.g.,
ABLUP) or genome-based (e.g. GLMAP), respectively. Eleven traits are sums of the 4
recorded yields, the expectation being that sums would be even more Gaussian. For A-based
predictions, BLUP had the largest frequency of appearing as the best method only in 1 of the
15 comparisons. For G-based predictions, BLUP was the most frequent “winner” in 12 of the
15 traits, especially for sums of yields; for the 4 elementary yields, BLUP was best in 49.5%,
27.5%, 25.5% and 46.5% of the replications. Our conjecture is that when pedigree is used,
the robust distributions mitigate the impact of genomic sub-structure, strong in this ensemble
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of wheat lines. When markers enter into the kernel matrix, the sub-structure is partially
accounted for.

Table 1. Frequency with which a given method had the largest predictive correlation over 200
replications: pedigree (A) based model, wheat (“winner” in boldface).
___________________________________________________________________________

YIELD TRAIT ABLUP ALMAP ATMAP4 ATMAP6 ATMAP8

1 0.265 0.370 0.245 0.020 0.100
2 0.085 0.145 0.120 0.145 0.505
3 0.120 0.180 0.230 0.170 0.300
4 0.200 0.140 0.245 0.115 0.300
5 (1+2) 0.285 0.030 0.105 0.060 0.520
6 (1+3) 0.235 0.335 0.265 0.050 0.115
7 (1+4) 0.185 0.270 0.210 0.095 0.240
8 (2+3) 0.170 0.210 0.130 0.245 0.245
9 (2+4) 0.125 0.210 0.170 0.235 0.260
10 (3+4) 0.265 0.200 0.095 0.205 0.235
11 (1+2+3) 0.145 0.160 0.200 0.155 0.340
12 (1+2+4) 0.125 0.200 0.075 0.110 0.490
13 (1+3+4) 0.130 0.325 0.140 0.095 0.310
14 (2+3+4) 0.175 0.215 0.110 0.260 0.240
15 (1+2+3+4) 0.145 0.200 0.110 0.165 0.380

Table 2. Frequency with which a given method had the largest predictive correlation over 200
replications: genome (G) based model, wheat (“winner” in boldface).
___________________________________________________________________________

YIELD TRAIT GBLUP GLMAP GTMAP4 GTMAP6 GTMAP8

1 0.495 0.100 0.235 0.065 0.105
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2 0.275 0.305 0.235 0.075 0.110
3 0.255 0.165 0.180 0.095 0.305
4 0.465 0.060 0.230 0.055 0.190
5 (1+2) 0.460 0.080 0.245 0.080 0.135
6 (1+3) 0.540 0.100 0.175 0.055 0.130
7 (1+4) 0.455 0.095 0.190 0.075 0.185
8 (2+3) 0.295 0.310 0.145 0.105 0.145
9 (2+4) 0.310 0.270 0.160 0.100 0.160
10 (3+4) 0.500 0.125 0.085 0.080 0.210
11 (1+2+3) 0.465 0.170 0.170 0.060 0.135
12 (1+2+4) 0.550 0.090 0.155 0.070 0.135
13 (1+3+4) 0.725 0.045 0.090 0.005 0.135
14 (2+3+4) 0.385 0.260 0.120 0.070 0.070
15 (1+2+3+4) 0.565 0.125 0.075 0.075 0.160

Concluding remarks

Best linear unbiased prediction (pedigree or genome-based) is routinely employed for genetic
evaluation of farm animals, a task that can be casted as one of making statements about yet-
to-be observed phenotypes (e.g., the breeding value is the average of an infinite number of
progeny phenotypic values). The method can be applied to longitudinal or cross-sectional
data and extends naturally to missing data and multiple-trait problems. Further, formidable
computational machineries have enabled processing massive amounts of equations in a
routine manner. On the other hand, a large collection of Bayesian models (requiring MCMC)
have been developed for genomic selection, some based on priors rivalling Tolkien’s
fantasies. The Bayesian methods require very careful calibration and some priors do not
extend easily to multivariate situations.

All such models implicitly or explicitly pose a Gaussian distribution for the residuals,
a process known to be sensitive to outliers, whose presence is pervasive in observational (as
opposed to experimental) data. In this paper we used and extended a certain Bayesian logic
(with MAP instead of MCMC) for incorporating thick-tailed residual distributions while
retaining a BLUP-type computational framework: the methods are based on re-iterating
mixed-model equations, so belong to the class of generalized linear models. Using dairy
cattle, Arabidopsis and wheat data we provide proof-of-concept that models with t or L
residual distributions can deliver closer and more target-concomitant (MSE sense and PCOR,
respectively) predictions than BLUP. Via emulation of conceptual repeated sampling
(bootstrapping) as well as cross-validation, we also found that the robust alternatives to BLUP
are often more stable over conceptual repeated sampling.

The basic approach can also be incorporated into single-step BLUP and reproducing
kernel Hilbert spaces methodology. Multivariate outliers are more subtle and delicate and
extensions are required. When a t-distribution is used, the extension to multiple-trait and the
imputation of missing records is fairly straightforward. On the other hand, there is not much
literature on multivariate L distributions, so additional work is needed here.

Most traits in animal breeding have a heritability lower than 50% and all sort of priors
have been invented to better account for “genetic architecture” while retaining a naïve
assumption for the error distribution. Hence, there seems to be more room for improving
predictions by working on the residual than on the genetic structure of a model. Super-
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dimensionality and a massive number of records can seldom cope with bad data, but use of
robust models can mitigate damage stemming from concealed structure, or by unknown
sources of bias. Selection is not the only source of distortion in quantitative genetic analysis.

One can have an army with millions of soldiers, but if their weapon is just a fork, a
smaller and better equipped rival can be more effective in battle (Sun Tzu, 6th century BC), an
example being Thermopylae, although the Persians won.
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Figure 1. Bootstrap distribution (b=15,000 samples) of predictive mean-squared error
(PMSE) and predictive correlation (PCOR) for GBLUP, TMAP (df=4) and LMAP at selected
genomic heritability values (guesses of 0.05 and 0.50 produced MINQUE estimates of 0.07
and 0.15, respectively): test-day milk yield in Brown-Swiss cows.
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Figure 2. Bootstrap distribution (b=50,000 samples) of predictive mean-squared error
(PMSE) and predictive correlation (PCOR) for various methods applied to flowering time,
frigida expression and plant diameter in Arabidopsis.
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Figure 3. Bootstrap distribution (b=50,000 samples) of intercept (ALPHA) and slope (BETA)
of regressions of predictands on predictors for various methods applied to flowering time,
frigida expression and plant diameter in Arabidopsis.
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Figure 4. Distribution (200 replicates of training-testing layout) of predictive mean-squared
error (PMSE) for BLUP (B), LMAP (L) and TMAP (4, 6, 8 df) for wheat yield in four
environments. Genome and pedigree-based distributions in red and blue, respectively.
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Figure 5. Distribution (200 replicates of training-testing layout) of predictive correlations
(PCOR) for BLUP (B), LMAP (L) and TMAP (4, 6, 8 df) for wheat yield in four
environments. Genome and pedigree-based distributions in red and blue, respectively


